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Reported use of Al in at least one business function continues to increase.

Use of Al by respondents’ organizations, % of respondents

Organizations that use Al in at least 1 business function’

100

Use of Al

Use of gen Al
33

on the sta Lof 2017-25

McKinsey & Company

Ref

Phase of Al use among organizations
using Al in 2025

| Fully scaled: Al has been
fully deployed and integrat-
ed across organization

| Scaling: Growing the
deployment/adoption of
Al across arganization

| Piloting: Implementing
Al for a first use case in
the business

32 | Experimenting: Any use
or early testing of Al

3, the definition was embedding at least 1 Al
\lin at least 1 function, and in 2025, the defi

M NetApp 11  © 2026 NetApp, Inc. All rights reserved. NETAPP CONFIDENTIAL

8%
7%

REBD1E

/D BIEE ST

E S

H@
i

PR

nIr

B A


https://www.mckinsey.com/capabilities/quantumblack/our-insights/the-state-of-ai
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Companies have invested billions into Al,
95%|getting zero return
The Root Cause: The Learning Gap

The report's central explanation is that the core barrier is learning rather than infrastructure, regulation, or
talent: "Most GenAl systems do not retain feedback, adapt to context, or improve over time.

9 5 (y Exhibit: Why GenAl pilots fail: top barriers to scaling Al in the enterprise
o Users were asked to rate each issue on a scale of 1-10

Challenging change management

Lack of executive sponsorship

Poor user experience

AE D IRER R BRI |

Model output quality concerns

Unwillingness to adopt new tools

o

1 2 3 4 5 6 7 8 9 10

Ref
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m wait on cluster provision
m stack engineering
m model optimization

5 days
B wait on resource allocation
m job launch prep 1 day

B job monitoring

15 days
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2 days

20 days

10 days

Origin source: nvidia NPN training material

An Al developer could lose
over 30 days on non-value
add “effort”

« $30k - $50k lost
productivity per developer

+ Potentially $1m+ across an
Al team of 30 developers

* Unaccounted when
observing purely the cost
of infrastructure
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Time & Money !

O Longer processing

FROM ONE TO THREE _ O Larger context
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Exploding Growth in Queries
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Queries / day Queries / day
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Dual Xeon Dual Intel Xeon 6700/6500-5erles , TDF up to 350W
6700/6500 [ 4 GHz ECPUSE! | 416700 ZF =S SEU | Eﬁnﬁﬁ?{! SKUESZ)

DDRS 6400 x16, 32 x DIMM slots , RDIMM up to 6400 MTjs (IDPC) G
288
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Hybrid B8 #2151
B Trusted Execution Environments (TEE)
B NVIDIA Confidential Computing
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| Uber Uber CTO Shows How Claude
AEEEAT Code Can Blow Up Al

PE R % 34 {23<J% Budgets
10f5{fcERAMEEL

Join high-powered tech and business leaders who
read The Information every day.

Enter your email address

@& Subscribe to unlock —————————————————
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¥ Claude Status

Update - We are continuing to work on a fix for this issue.
Sep 03, 2026 - 14:49 UTC

Sep 03, 2026 - 13:50 UTC

and Claude Opus 5 and are working on a fix. We will provide an update as soon as possible.
Sep 03, 2026 - 13:41 UTC

-Weare ir igating el d errors on requests to Claude Mythos 5.1, Claude Fable 5.1, and
Claude Opus 5. We will provide an update as soon as possible.
Sep 08, 2026 - 13:26 UTC

Elevated errors for multiple models Subscribe

Update - An exhaustive list of affected models: Mythos/Fable 5.1, Mythos/Fable 5, Opus 5, Opus 4.8, Opus 4.6.

Identified - We have identified the cause of elevated errors on requests to Claude Mythos 5.1, Claude Fable 5.1,

M NetApp 20 © 2026 NetApp, Inc. All rights reserved. NETAPP CONFIDENTIAL
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¥ Claude

Hello,

An internal investigation of suspicious signals associated
with your account indicates you may be in violation of our
Supported Countries Policy. As a result, we have revoked
your access to Claude.

To appeal our decision, log_in to claude.ai with this account
and you'll be taken to the appeals page. You can learn
more about the process here.

Regards

Anthropic's Safeguards Team
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83% are shifting workloads

Cloud repatriation back on-prem’

of GenAl workloads

459%  hosted in 31 party data
center?

Colocation adoption

are hybrid cloud, 32%

62% planning to adopt within
12 months3

Hybrid IT dominance

C

Cloud cost overruns,

Control [g’ $$$ compliance and

sovereignty

12024 CIO Survey (Barclays)
23 2025 State of the Data Center (Foundry/Coresite)
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Gartner® Predicts
2026: Physical Al
Pushes 1&O to the Edge

Edge data is rapidly growing, accelerating the already hot trend of edge Al and
physical AL. Demand for processing power at the edge will grow rapidly, promoting
more power-efficient designs. I&0 leaders must become proactive on IT/OT

alignment now, to avoid technical debt later.

As physical Al and edge compute converge, organizations face significant
organizational and infrastructure decisions. Gartner has five related predictions that
map the path ahead, from data growth and Al at the edge to IT/OT integration and

the evolving role of I&0 teams.
Gartner forecasts that:

* By 2028, more than two-thirds of enterprise-managed data will be created

and processed outside the data center or cloud.

* QOver two-thirds of all enterprises globally will deploy edge AL by 2029, up
from 10% in 2025.

* By 2029, per-node compute capacity in embedded edge devices will increase
by 5x vs. 2026, while power envelopes will remain flat.

s By 2029, two-thirds of enterprises will create a fusion team, combining IT
infrastructure and operations (I1&0) and operational technology (OT) staff.

* By 2030, infrastructure and operations (I1&0) will have shared responsibility
for 80% of edge computing deployments, compared with 10% in 2025.

Gartner, Predicts 2026: Physical AI Pushes I&0 to the Edge, Thomas Bittman, Sumit Rajput, Avinash Dev
Magumanthri, Mohini Dukes, Sushovan Mukhopadhyay, Bhuvie Chhabra, Enrigue Hernandez-Valencia, 3

March 2026

] Ref:


https://zededa.com/gartner-predicts-2026/
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Robotic GPU production
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NVIDIA GB200 NVL72 NVIDIA RTX PRO Server NVIDIA Jetson Thor AGX

Train Models Simulate & Generate Synthetic Data Deploy
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DGX Spark RTX PRO DGX Station Data Center / Cloud
Up to 4 PFLOPS (single GPU )
2 3
Al Performance 1 PFLOP Up to 13 PFLOPS (4x GPUs) Up to 20 PFLOPS 1,000s of PFLOPS
. GPU: 288GB HBM3e
(sin’“"l:’:"gem} 128GB Ldjp tt‘; %%‘Z%és'[’;g'gsggl CPU: 496GB LPDDR5X Terabytes
gle sy P 784GB Total coherent memaory
. Up to 200B Up to 153B (single GPU) s -

Max Model Size (parameters) Up to 400B (2x DGX Spark) Up to 614B (4x GPUs) Upto 1T Trillions
Operating System DGX OS (Linux) Windows/ WSL/ Linux DGX 0S (Linux) Windows [ Linux
CPU Architecture ARM %86 ARM %86

Form Factor Compact Desktop Desktop / Deskside Deskside Server
Al Developer Single user Single/multi-user Single / multi-user Multi-user
Inference Single user Single/multi-user Single/multi-user Multi-user

Target User

M Al RS - BHE - TR
ABE - BEEERBNBR

¥ Al BHRE - IEAR - B5 -
Al EERBER ; NE S —RREE
BBV TIERHEEEA -

EAREHE AIMRE - IXABEE
RRBRE TIFEE - LURAIPIRE
ERARRERELE -

EAREREASN A RREEER
NBExERE  WXEANEFRAR
BOHERRERE -
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Accelerated Computing Training and Inference Tools Al Expertise
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Nvidia Inference Microservices(NIM)

CONTAINER 1 CONTAINER N

- Inference Microservices for Generative Al

EUDR Tolkil csisssoiosssisminty Accelerated runtime for generative Al

Container OS User Space

DOCker ENgine -+ +=ccssisssisassassisassssnssas

Industry Standard APIs
Text, Speech, Image,
Video, 3D, Biology

CUDA Driver
HOSt OS <ctevvecscensnscanasssensscsesessssscsnsnsaraesn .
o8 TensorRT LLM and Triton

cuBLAS, cuDNN, In-flight Batching, Memory

Triton Inference Server Optimization, FP8 Quantization

cuDF, CV-CUDA, DALI, NCCL, Post
Processing Decoder,
Optimized Model

Single GPU, Multi-GPU, Multi-Node
Cloud Native Stack

GPU Operator, Network Operator,
Customization Cache
P-tuning, LORA, Model Weights

Enterprise Management
Health Check, Identity, Metrics, Monitoring,
Secrets Management

Kubernetes

NVIDIA CUDA

u Origin source: nvidia NPN training material
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Easy to deploy...

API Key Granted

This is the only time your key will be displayed. This key is for API
testing use only and is valid for 15 hours.

] Name Expiration
9e1f1928-8729-468¢c-b..  sop_doc [ETERVEDEL

nvapi-YRUJ-mRQL_W_écRruVGFg_-npBXeobpl18089aBUV.. L]

Keep your key a secret. Do not share it or store it in a place where others can see

or copy it
Cancel Copy APl Key

NIM-Operator 224

Add the Helm repository for NVIDIA:

helm re nvidia https://helm.ngc.nvidi

po update

11 nim-operator nvidi nim-operat

-n nim-eoperator 1.6 reate-namespace

RAG-Blueprint 228

Tt NGC_API_
Install:

helm upgrade -
https://helm.ngc.m
--username

t imagePul

T ngcApiSecr
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+ New Collection

Choose files or drag and drop them hers.
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48 Bytes -
HRLab-RE02-PVERAHET & txt

867 Bytes -
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Lab-BUE04-H BHAES .t

335 Bytes -
HMLab-BEE0S-Kenny ML, bt

273 Bytes -
HRLab-ME0E-KES-LabiRi txt

287 Bytes -
ERiLab-BB0T-RTX-GPU-KSSHB.txt
485 Bytes -
£Lab-BUE08-£ % BERedCap W tet
405 Byles -

HiLab-ME09- THRGPUE W txt
BOT B
A b EEEEAN. T IR Asden s B0 bt

D H DD O o

P

PP

167 188 1 Wi B
10 Sources
10 Sources
e
Type 10 saanch fields or press 1) 10 biowss

BE192.168.147 157 WA AN

E'L {5} Seltings




Challenges with GPU Utilization and Workloads

60

Other

31%
Mixed workloads

15.3%

Separate clusters
9.6%

A a
0

Same cluster,
Cost Sharing Scheduling Other different nodes
54.5% 34.3% B.1% 51%

The preference for unified clusters with node-level separation
The strong cost signal indicates GPU waste is a universal problem. challenges conventional wisdom about workload isolation.

Ref: https://kube.today/ai-infrastructure-2025
© 2026 NetApp, Inc. All rights reserved. NETAPP CONFIDENTIAL
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100%
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50% run:ai
0%
9:00am 12:00pm 6:00pm Workloads
GPU - Training
Utilization
- Inference
100%
75%
With
25% run:ai
0%

9:00am 12:00pm 6:00pm
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Role & Responsibility

Infrastructure Administrator

* Centralized cluster management - Manage all clusters from a single platform, ensuring

consistency and control across environments.

* Usage monitoring and capacity planning - Gain real-time and historical insights into GPU Al Practitioners

consumption across clusters to optimize resource allocation and plan future capacity needs

efficiently. * Optimized workload scheduling - Ensure high-priority jobs get GPU resources. Workloads
* Policy enforcement - Define and enforce security and usage policies to align GPU consumption dynamically receive resources based on demand.

with business and compliance requirements. * Fractional GPU usage - Request and utilize only a fraction of a GPU's memory, ensuring efficient
* Enterprise-grade authentication - Integrate with your organization's identity provider for resource allocation and leaving room for other workloads.

streamlined authentication (Single Sign On) and role-based access control (RBAC). * Al initiatives lifecycle support - Run your entire Al initiatives lifecycle - Jupyter Notebooks, training

* Kubernetes-native application - Install as a Kubernetes-native application, seamlessly extending jobs, and inference workloads efficiently.
Kubernetes for native cloud experience and operational standards (install, upgrade, configure).

* Interactive session - Ensure an uninterrupted experience when working on Jupyter Notebooks

without taking away GPUs.

* Scalability for training and inference - Support for distributed training across multiple GPUs and

Platform Administrator

auto-scales inference workloads.

s Al Initiative structuring and management - Map and set up Al initiatives according to your * Integrations - Integrate with popular ML frameworks - PyTorch, TensorFlow, XGBoost, Knative,
organization's structure, ensuring clear resource allocation. Spark, Kubeflow Pipelines, Apache Airflow, Argo workloads, Ray and more.

* Centralized GPU resource management - Enable seamless sharing and pooling of GPUs across * Flexible workload submission - Submit workloads using the NVIDIA Run:ai Ul, API, CLI or run third-
multiple users, reducing idle time and optimizing utilization. party workloads.

* User and access control - Assign users (Al practitioners, ML engineers) to specific projects and

departments to manage access and enforce security policies, utilizing role-based access control
(RBAC) to ensure permissions align with user roles.

* Workload scheduling - Use scheduling to prioritize and allocate GPUs based on workload needs.

* Monitoring and insights - Track real-time and historical data on GPU usage to help track resource

consumption and optimize costs. Ref:
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https://run-ai-docs.nvidia.com/self-hosted/getting-started/overview
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KUBERNETES P ERREFEREILIAE

Kubernetes BY7F A 4+ (71285
HRGPT 5 3= g X =
ADOPTION OF CLOUD NATIVE TECHNIQUES -
To what extent has ymfr organization adopted cloud native techniques? (select one) /I %ﬁﬁ?ﬁ@@%ﬁj ’/f%ﬁf} ) /g\;
Wehave ot stared usig F 1EREHFE D251 > Kubernetes
IZIZI"I'||ZIL[i'1_g,_iIZ-I:|'| II|-L|:-;. 3% ig?@gﬁ%%ﬁﬁgﬁ@%ggﬁ E7—
‘ JFIE ~ KB RFETIHIT T °

We are just beginning to use
cloud native
computing technigues

Some of our deve
deployment use cloud native
technigues

Much of our development and
deployment use cloud native
technigues

Mearly all of our development and
deployment use cloud native
technigues

Source: CNCF Survey 2024
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Kubernetes Bl EIER 2t |

THE CHALLENGES OF CONTAINER USER

What are your challenges in using / deploying containers? (select all that apply)

Cultural changes
w/development team

CI/CD

Lack of training
Security
Monitoring

Complexity

Scaling deployments
based upon the load

Testing

FF LI EFE T e R,

Logging

Networking

& 2= —e]

Service Mesh

Difficulty in choosing an
orchestration solution

Reliability > LX 2T AEEHY Kubernetes B RER]
Storage Z /.

Finding vendor support K[/b@/ﬁ@l:@ /&»@f{ﬁ’wfﬂlgﬁﬁjﬁﬁﬁf/«jgffﬁ -
Other (please specify) AP/ fﬁ%ﬁ?ﬁgﬁff =

Source: CNCF Survey 2024
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Introducing NetApp Trident
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